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1 MODEL ARCHITECTURES

We detail the neural architectures for each of the exper-
imental setups. We use Keras (Chollet et al. , 2015) to
implement the models described.

1.1 Pinwheel Dataset

Encoder: p(z|x):

• x→ Dense(20, ‘relu’)

• h1 → Dense(20, ‘relu’)→ h2

• h2 → Dense(1)→ µ

• h2 → Dense(1)→ log Σ

Decoder: p(x|z):

• z → Dense(20, ‘relu’)

• h1 → Dense(20, ‘relu’)

• h2 → Dense(2)→ µobs

Reasoning Model: p(z|Q):

• {x1, . . . , xQ} → p(z|x) (Elementwise)

• {[µ1, log Σ1], . . . , [µQ, log ΣQ]}
→ PermutationEquivariant(20,‘elu’)

• {h11, . . . , h1Q} → PermutationEquivariant(20,‘elu’)

• {h21, . . . , h2Q} → PermutationInvariant(1)→ µ

• {h21, . . . , h2Q} → PermutationInvariant(1)→ log Σ

1.2 MiniImagenet Dataset

Embedding Network f(x)→ x′:

• x→ ResNet18 (He et al. , 2016) Conv Layers (see
below)→ h1

• h1 → AveragePooling→ x′

Encoder: p(z|x′):

• x′ → Dense(512, ’relu’)→ h1

• h1 → Dense(128, ’linear’)→ µ

• h1 → Dense(128, ’linear’)→ σ

Decoder: p(x′|z):

• z → Dense(512, ’relu’)→ h1

• h1 → Dense(256, ’linear’)→ µobs

Reasoning Model: p(z|Q):

• {x1, . . . , xQ} → p(z|x) (Elementwise)

• {[µ1, log Σ1], . . . , [µQ, log ΣQ]}
→ PermutationEquivariant(2048,‘linear’)

• {h21, . . . , h2Q} → PermutationInvariant(128)→ µ

• {h21, . . . , h2Q} → PermutationInvariant(128)
→ log Σ

Training Details:

We take |Qs| = 1, |Qns| = 5, learning rate = 5e− 5.



1.3 MNIST Dataset

Encoder: p(z|x):

• x→ Flatten()→ h1

• h1 → Dense(500, ’relu’)→ h2

• h2 → Dense(500, ’relu’)→ h3

• h3 → Dense(2)→ µ

• h3 → Dense(2)→ σ

Decoder: p(x|z):

• z → Dense(500, ’relu’)→ h1

• h1 → Dense(784, ’sigmoid’)→ h2

• h2 → Reshape((28,28))→ µ

Reasoning Model: p(z|Q):

• {x1, . . . , xQ} → p(z|x) (Elementwise)

• {[µ1, log Σ1], . . . , [µQ, log ΣQ]}
→ PermutationEquivariant(20,‘relu’)

• {h21, . . . , h2Q} → PermutationInvariant(2)→ µ

• {h21, . . . , h2Q} → PermutationInvariant(2)→ log Σ

Training Details: We take |Qs| = 5, |Qns| = 5, learn-
ing rate = 1e− 4.
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